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Abstract

The exploration of underwater environments has captivated humanity for cen-
turies, sparking curiosity and driving innovation in a wide range of disciplines
ranging from marine biology to archaeology. However, the intrinsic challenges as-
sociated with underwater imaging have long posed formidable obstacles to effective
analysis and interpretation of captured imagery. These challenges, including poor
visibility, color distortion, and loss of image details, demand innovative methodolo-
gies tailored to the unique characteristics of underwater scenes. In response, this
paper presents a pioneering approach to underwater image enhancement, leverag-
ing an ensemble loss function comprising three novel components: gradient loss,
contrast loss, and brightness loss. Traditional image enhancement techniques often
fall short when applied to underwater imagery due to the distinct characteristics
of the underwater environment. Factors such as light attenuation, water turbidity,
and particle scattering lead to diminished visibility and spectral distortions, com-
plicating the task of accurately capturing and analyzing underwater scenes. To
address these challenges, our proposed methodology adopts a holistic approach,
integrating multiple loss functions that target specific aspects of underwater image
degradation.

The first component of our ensemble loss function, gradient loss, focuses on
preserving spatial gradients within underwater images. Spatial gradients play a
crucial role in defining image structure and detail, yet they are often attenuated or
distorted in underwater environments. By incorporating gradient loss into our op-
timization framework, we aim to mitigate the loss of spatial information, thereby
enhancing image clarity and definition. The second component, contrast loss,
addresses the challenge of contrast reduction commonly observed in underwater
imagery. Due to light attenuation and scattering, underwater scenes often suffer
from reduced contrast, resulting in flat and washed-out appearances. Contrast
loss seeks to rectify this issue by encouraging the preservation and enhancement
of image contrast, leading to images with improved depth perception and visual
impact. The third component, brightness loss, targets variations in luminance
across underwater scenes. In underwater environments, light intensity decreases
with depth, leading to uneven illumination and exposure across images. Bright-
ness loss aims to normalize luminance levels, ensuring consistent brightness and
exposure throughout the image, thereby improving overall visual consistency and
coherence.

To evaluate the efficacy of our proposed methodology, we conducted extensive

experiments using the Enhancing Underwater Visual Perception (EUVP) dataset,



a widely adopted benchmark dataset in the field of underwater image enhance-
ment. Our experimental results demonstrate significant improvements in image
fidelity, color accuracy, and artifact reduction when incorporating the proposed
ensemble loss functions. Qualitative assessments further highlight the enhanced
visual quality of underwater images, characterized by improved clarity, contrast,
and color rendition. In addition to quantitative evaluations, we conducted com-
parative analyses against existing methods to assess the performance of our model.
Our results show that our methodology outperforms state-of-the-art techniques in
terms of image quality, fidelity, and visual perception, underscoring its effective-
ness and robustness in addressing the challenges inherent in underwater image

enhancement.
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CHAPTER 1

Introduction

T he underwater image enhancement plays a pivotal role in diverse fields span-
ning research, exploration, and practical applications, serving as a corner-
stone for unlocking the mysteries of the underwater world. Improved imagery not
only enhances visibility underwater but also facilitates the observation and anal-
ysis of intricate structures, diverse organisms, and geological formations, thereby
contributing significantly to scientific endeavors such as marine ecosystems and
oceanography.
In the realm of scientific research, enhanced underwater imagery is indis-
pensable for understanding the complex dynamics of marine environments.
By providing clearer and more detailed visuals, researchers can delve deeper into
the intricacies of marine ecosystems, studying biodiversity, habitat structures,
and ecological interactions with unprecedented clarity. Furthermore, enhanced
imagery aids in monitoring environmental changes over time, enabling scientists
to assess the impact of human activities and climate change on underwater ecosys-
tems.
In sectors such as underwater archaeology and offshore infrastructure in-
spection, the importance of enhanced images cannot be overstated. Clearer
visuals allow archaeologists to meticulously survey underwater archaeological sites,
unraveling ancient mysteries and preserving cultural heritage for future genera-
tions. Similarly, in offshore industries, such as oil and gas exploration, enhanced
imagery facilitates precise inspection of underwater infrastructure, ensuring the
safety and integrity of critical assets.
Security systems deployed in maritime environments also stand to benefit
significantly from enhanced underwater imagery. By providing clearer and
more detailed visuals of underwater activities, such as vessel movements and diver
operations, enhanced images enhance situational awareness and enable prompt
response to potential security threats. This is particularly crucial for safeguarding

ports, coastlines, and maritime borders, thereby bolstering maritime safety and
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security.
Moreover, the educational value of enhanced underwater imagery cannot
be overlooked. By showcasing the mesmerizing beauty and biodiversity of
the underwater world, enhanced images serve as powerful educational tools, inspir-
ing curiosity and raising awareness about marine conservation and the importance
of preserving fragile aquatic ecosystems. Through educational outreach programs,
museums, and documentaries, enhanced underwater imagery fosters a deeper ap-
preciation for the ocean’s wonders and the need for sustainable stewardship of
marine resources.
In our research on underwater image enhancement (UIE), we embarked
on a thorough investigation utilizing a rich dataset of paired images sourced
from the esteemed Enhancing Underwater Visual Perception (EUVP) dataset |1].
This dataset comprised meticulously curated pairs of original underwater images
and their corresponding enhanced versions, serving as invaluable training data for
our exploration. Central to our methodology was the employment of the pix2pix
Generative Adversarial Network (GAN) [2], a sophisticated framework renowned
for its prowess in image-to-image translation tasks. This architecture, compris-
ing both a generator and a discriminator network, formed the backbone of our
approach, allowing us to leverage the power of adversarial training to enhance
underwater imagery.
To further augment the capabilities of the pix2pix GAN |[2] in addressing
the unique challenges of underwater imaging, we introduced three novel loss
functions: gradient loss, contrast loss, and brightness loss. These loss functions
were meticulously crafted to target specific aspects of image degradation com-
monly encountered in underwater scenarios. The gradient loss aimed to preserve
spatial gradients within the images, crucial for maintaining structural integrity
and detail. Meanwhile, the contrast loss sought to mitigate the often-substantial
reduction in contrast observed in underwater images, ensuring that crucial details
are not lost amidst the murky depths. Additionally, the brightness loss was instru-
mental in addressing variations in luminance across underwater scenes, promoting
uniform brightness and exposure throughout the images.
Our ultimate goal in this endeavor was to enhance the clarity and vi-
sual fidelity of underwater images, thereby unlocking their full potential for
applications in various domains, including marine biology, oceanography, and un-
derwater archaeology. By enhancing the quality of underwater imagery, we aimed
to provide researchers and practitioners with invaluable tools for studying and
understanding the complexities of the underwater world. Through meticulous ex-
perimentation, evaluation, and validation, we sought to push the boundaries of

underwater image enhancement, contributing to a deeper appreciation and explo-
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ration of the vast and diverse ecosystems that lie beneath the waves.

l Generated Image ‘

¥ i o Jli Real/Fake
Y > ISCr ] |
i Image

Generator
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¢
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Figure 1.1: Our proposed methodology for underwater image enhancement starts
with the original input image. The generator produces an enhanced image, evalu-
ated against the ground truth using Contrast, Brightness, Gradient, Adversarial,
and L1 Loss functions. These losses guide the optimization process, minimizing
disparities and aligning with the ground truth. Simultaneously, the discriminator
classifies the generated image as true or false, providing adversarial feedback to the
generator. This iterative refinement improves image quality, realism, and fidelity.
This approach offers a robust framework for enhancing underwater imagery, ben-
efiting fields like marine biology and oceanography.

The proposed methodology, outlined in [Figure 1.1 encompasses a holis-
tic approach to underwater image enhancement, leveraging innovative tech-
niques to address the unique challenges inherent in this domain. Our contributions

can be summarized as follows:

1. Utilization of Gradient Loss: We introduce gradient loss as a key compo-
nent of our methodology to preserve edges and fine details within underwater
images. By aligning gradients between the generated and ground-truth im-
ages, we aim to mitigate the loss of structural integrity commonly observed
in underwater scenes. This ensures that crucial visual cues, such as ob-
ject boundaries and texture details, are faithfully preserved, enhancing the

overall clarity and fidelity of the enhanced images.

2. Integration of Brightness Loss: To address variations in brightness levels
inherent in underwater images, we employ brightness loss to minimize the
difference between the generated and ground-truth images. This loss func-

tion is crucial for ensuring uniform brightness and exposure throughout the
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enhanced images, thereby improving their perceptual quality and visual con-
sistency. By harmonizing brightness levels, we aim to enhance the inter-
pretability and realism of the resulting imagery, facilitating accurate analy-
sis and interpretation in applications such as marine biology and underwater

archaeology:.

3. Incorporation of Contrast Loss: We introduce contrast loss to mitigate dis-
crepancies in contrast characteristics between the generated and ground-
truth images. By enhancing visual clarity and depth perception, this loss
function plays a pivotal role in improving the overall quality of underwater
imagery. By preserving and enhancing contrast, we aim to reveal hidden
details and structures within underwater scenes, enabling more insightful
analysis and interpretation. This contributes to advancements in fields such
as oceanography and underwater exploration, where accurate depiction of

underwater environments is paramount.

4. Adaptation of pix2pix GAN [2| for Underwater Image Enhancement: We ex-
tend the capabilities of the pix2pix Generative Adversarial Network (GAN)
[2] framework for the task of underwater image enhancement by integrating
our novel ensemble loss function. By incorporating gradient, brightness, and
contrast losses into the training process, we empower the pix2pix GAN [2]
to effectively address the complex challenges posed by underwater imaging.
This adaptation not only enhances the performance of the GAN but also
facilitates the generation of high-quality underwater imagery that meets the

diverse needs of scientific research, exploration, and practical applications.

Through these contributions, we aim to advance the state-of-the-art in
underwater image enhancement, providing researchers and practitioners with
powerful tools for enhancing the clarity, fidelity, and interpretability of underwater
imagery. Our methodology holds promise for a wide range of applications, span-
ning marine biology, oceanography, underwater archaeology, and beyond, and has
the potential to drive significant advancements in our understanding of the under-

water world.



CHAPTER 2

Literature Survey

nderstanding the current research landscape is crucial for guiding our’s work
U and identifying knowledge gaps. In underwater image enhancement (UIE),
a thorough literature survey is essential for building on existing methodologies
and advancing the state-of-the-art. By examining past research, key findings,
trends, and limitations, researchers can contextualize their contributions and pro-
pose novel approaches to address unresolved challenges. This chapter provides a
comprehensive overview of recent developments in UIE, focusing on methodologies,
techniques, and applications, and highlights opportunities for further exploration

and innovation.

2.1 Previous works

Wang et al. in the year 2017 proposeed an end-to-end framework for under-
water image enhancement, introducing a Convolutional Neural Network (CNN)-
based network called UIE-Net. The UIE-Net is trained with two tasks: color
correction and haze removal, enabling simultaneous learning of strong feature rep-
resentations for both objectives. The authors employ a pixels disrupting strategy
within their learning framework to better extract inherent features in local patches,
thereby improving convergence speed and accuracy. The training of UIE-Net is
facilitated by synthesizing 200,000 training images based on a physical under-
water imaging model. Experimental results on benchmark underwater images
demonstrate the superior performance of UIE-Net compared to existing methods,
particularly in cross-scene scenarios. This approach represents a significant ad-
vancement in the field, offering a unified and adaptable solution for underwater
image enhancement.|3|

In the year 2018, scientists Anwar, Li, and Porikli addressed the challenges

posed by light absorption and scattering in underwater scenes, which often lead to
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low contrast and distorted color casts in images. They propose a novel convolu-
tional neural network-based image enhancement model, named UWCNN, designed
to efficiently tackle these issues. Unlike previous approaches that rely on estimat-
ing parameters of underwater imaging models or employing inflexible frameworks
suitable only for specific scenes, the UWCNN model adopts an automatic end-
to-end and data-driven training mechanism. Leveraging a synthetic underwater
image database comprising ten different marine image databases, the authors syn-
thesize data to train multiple UWCNN models tailored to different underwater
image formation types. Their experimental results, conducted on both real-world
and synthetic underwater images, demonstrate the model’s robust generalization
across diverse underwater scenes, outperforming existing methods both qualita-
tively and quantitatively. Additionally, they conduct an ablation study to analyze
the impact of each component within their network, providing insights into the
efficacy of their proposed approach.|4]

In the year 2019, scientists Uplavikar, Wu, and Wang address the challenges
associated with enhancing raw underwater images, which suffer from degradation
due to wavelength-dependent light attenuation and scattering. They highlight
the additional complexity introduced by the diversity of water types in which
these images are captured, such as deep oceanic waters versus shallow coastal
waters, making it difficult to train a single model for enhancing underwater im-
ages effectively. To overcome this challenge, they propose a novel model that
adeptly handles water type diversity by adversarially learning content features of
images while disentangling unwanted nuisances corresponding to different water
types viewed as distinct domains. Leveraging learned domain-agnostic features,
they generate enhanced underwater images and train their model on a dataset
comprising images of 10 Jerlov water types. Experimental results showcase the
superiority of their proposed model, surpassing previous methods in SSIM [5] and
PSNR [5] scores across various Jerlov water types while demonstrating robust
generalization to real-world datasets. Furthermore, they demonstrate the util-
ity of enhanced images generated by their model in improving performance on
a high-level vision task, specifically object detection. This innovative approach
represents a significant advancement in the field of underwater image enhance-
ment, offering promising implications for various applications requiring accurate
and reliable image analysis in diverse underwater environments.[6]

In the year 2019, Chongyi Li, Chunle Guo, Wenqi Ren, Runmin Cong, Junhui
Hou, Sam Kwong, and Dacheng Tao undertook a significant initiative in the realm
of underwater image enhancement. Recognizing the growing importance of this
field in marine engineering and aquatic robotics, they embarked on the task of

evaluating existing algorithms against large-scale real-world datasets, aiming to
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provide a comprehensive understanding of their performance and limitations. Ad-
dressing the lack of evaluation on images acquired in natural underwater environ-
ments, they introduced the Underwater Image Enhancement Benchmark (UIEB)
[7], comprising 950 real-world underwater images, of which 890 were paired with
corresponding reference images. Notably, the remaining 60 images, lacking sat-
isfactory reference counterparts, were deemed challenging data. Leveraging this
benchmark, they conducted a thorough perceptual study and analysis of state-of-
the-art underwater image enhancement algorithms, both qualitatively and quan-
titatively. Additionally, they proposed Water-Net, an underwater image enhance-
ment network trained on the UIEB |7] dataset, serving as a baseline for evaluating
the generalization of CNN-based approaches. Through their benchmark evalua-
tions and the proposed Water-Net model, they shed light on the performance and
limitations of existing algorithms, thereby paving the way for future advancements
in underwater image enhancement research.|8|

In 2019, Yecai Guo, Hanyu Li, and Peixian Zhuang made significant strides in
the field of underwater image enhancement, addressing the challenges of color dis-
tortion, underexposure, and fuzziness prevalent in raw underwater images. Their
pioneering solution involves the development of a novel multiscale dense genera-
tive adversarial network (GAN), specifically tailored for enhancing underwater im-
ages. Central to their approach is the incorporation of a residual multiscale dense
block in the generator, leveraging multiscale, dense concatenation, and residual
learning techniques to enhance performance, capture more details, and utilize pre-
vious features efficiently. Moreover, they employ computationally light spectral
normalization in the discriminator to stabilize training. Their proposed nonsat-
urating GAN loss function, combining L1 loss and gradient loss, prioritizes the
preservation of image features from ground truth. Through extensive evaluations
on synthetic and real underwater images, their method demonstrated superior
performance compared to both nondeep and deep learning methods, excelling in
both qualitative and quantitative assessments. Furthermore, they conducted an
ablation study to elucidate the contributions of each component and performed
application tests to showcase the effectiveness of their proposed approach. This
work represents a significant advancement in underwater image enhancement re-
search, offering a robust and effective solution to address the challenges inherent
in underwater imagery.|9|

In the year 2019, Peng Liu, Guoyu Wang, Hao Qi, Chufeng Zhang, Haiyong
Zheng, and Zhibin Yu embarked on a significant endeavor to address the chal-
lenges posed by underwater imaging. Recognizing the detrimental effects of light
refraction, absorption, and scattering on raw underwater images—manifesting as

low contrast, blurred details, and color distortion—they proposed a pioneering so-
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lution through a deep residual framework for image enhancement. Their approach
begins by leveraging cycle-consistent adversarial networks (CycleGAN) [10] to gen-
erate synthetic underwater images, serving as crucial training data for convolu-
tional neural network (CNN) models. Subsequently, they introduced the very-deep
super-resolution reconstruction model (VDSR) for underwater resolution applica-
tions, culminating in the development of the Underwater Resnet model—a tailored
residual learning model specifically designed to tackle underwater image enhance-
ment tasks. Moreover, they refined the model’s performance by innovating the
loss function, integrating mean squared error loss and a novel edge difference loss,
and introducing an asynchronous training mode. Lastly, they examined the im-
pact of batch normalization on the model’s efficacy. Through rigorous experiments
and comparative analyses, conducted on a diverse array of underwater imagery,
their proposed methods exhibited superior color correction and detail enhance-
ment capabilities compared to both previous deep learning models and traditional
methods, marking a significant stride forward in the field of underwater image
enhancement. |11]

In the year 2020, Md Jahidul Islam, Youya Xia, and Junaed Sattar introduce
a groundbreaking approach in their paper—a conditional generative adversarial
network-based model—for real-time underwater image enhancement. The key
innovation lies in formulating an objective function that supervises adversarial
training, evaluating perceptual image quality based on global content, color, local
texture, and style information. Additionally, they present the Enhancing Under-
water Visual Perception (EUVP) [1], a substantial dataset comprising paired and
unpaired underwater images captured under varying visibility conditions using
seven different cameras during oceanic explorations and human-robot collabora-
tive experiments. Through rigorous qualitative and quantitative evaluations, they
demonstrate the model’s efficacy in learning to enhance underwater image quality
from both paired and unpaired training data. Moreover, they highlight the en-
hanced images’ improved performance in standard underwater object detection,
human pose estimation, and saliency prediction tasks. These findings underscore
the model’s suitability for real-time preprocessing in the autonomy pipeline of
visually-guided underwater robots, marking a significant advancement in under-
water image enhancement research. [1]

In the year 2020, Md Jahidul Islam, Peigen Luo, and Junaed Sattar presented
a groundbreaking solution to the simultaneous enhancement and super-resolution
(SESR) problem in underwater robot vision, tailored for near real-time applica-
tions. Their work introduces Deep SESR, a novel residual-in-residual network-
based generative model capable of restoring perceptual image qualities at 2x, 3x,

or 4x higher spatial resolution. Supervised training of Deep SESR is facilitated by



Chapter 2: Literature Survey

a multi-modal objective function addressing chrominance-specific underwater color
degradation, image sharpness, loss in high-level feature representation, and salient
foreground region detection. The authors devised an end-to-end training pipeline
enabling joint learning of saliency prediction and SESR on a shared hierarchi-
cal feature space for efficient inference. Furthermore, they curated UFO-120, the
first dataset dedicated to large-scale SESR learning, comprising over 1500 training
samples and a benchmark test set of 120 samples. Through rigorous experimen-
tal evaluation on UFO-120 and other standard datasets, they demonstrated Deep
SESR’s superior performance compared to existing solutions for underwater image
enhancement and super-resolution. Their model’s generalization capabilities were
validated across diverse spectral and spatial degradation levels in underwater and
terrestrial images, showcasing its robustness. Finally, the authors assessed Deep
SESR’s computational feasibility for single-board deployments and highlighted its
operational benefits for visually-guided underwater robots, underscoring its po-
tential for real-world applications.|12]

In 2020, Long Chen, Zheheng Jiang, Lei Tong, Zhihua Liu, Aite Zhao, Qianni
Zhang, Junyu Dong, and Huiyu Zhou addressed the critical issue of underwa-
ter image enhancement as a crucial pre-processing step for subsequent object
detection tasks, pivotal in underwater navigation and ocean exploration. They
observed that existing strategies often treat enhancement and detection as sepa-
rate entities, lacking interaction, which may not always optimize the subsequent
object detection task effectively. To tackle this challenge, the authors proposed
two perceptual enhancement models, each integrating a deep enhancement model
with a detection perceptor. The detection perceptor provided feedback in the
form of gradients, guiding the enhancement model to generate visually pleasing or
detection-favorable images at the patch level. Moreover, recognizing the scarcity
of training data, they introduced a hybrid underwater image synthesis model,
leveraging both physical priors and data-driven cues to synthesize training data
and enhance the generalization of their enhancement model to real-world underwa-
ter images. Through comprehensive experimental evaluations on both real-world
and synthetic underwater datasets, their proposed method demonstrated superior
performance compared to several state-of-the-art methods, showcasing its effec-
tiveness in enhancing underwater images for subsequent object detection tasks in
practical underwater environments.|13]

In 2021, Xuelei Chen, Pin Zhang, Lingwei Quan, Chao Yi, and Cunyue Lu ad-
dressed the pressing challenge of color distortion in images captured by underwater
robots, a critical issue affecting their visual perception in oceanic exploration, re-
source exploitation, and ecological research. These images typically exhibit hues

close to green and blue, alongside low contrast and fuzzy details. To overcome
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these limitations, the authors proposed a novel underwater image enhancement
algorithm leveraging deep learning and image formation models. Their approach
effectively mitigated the influence of underwater environmental factors, result-
ing in enriched color, enhanced details, and improved image quality as evidenced
by higher scores in PSNR [5] and SSIM [5] metrics. Importantly, the proposed
method also facilitated better results in feature key-point matching tasks. Notably,
the algorithm demonstrated significantly faster computation speeds compared to
existing methods, marking a substantial advancement in enhancing the visual
perception of underwater robots and their effectiveness in various underwater ap-
plications.|14]

In 2021, Chongyi Li, Saeced Anwar, Junhui Hou, Runmin Cong, Chunle Guo,
and Wenqi Ren addressed the prevalent challenges of color casts and low contrast
in underwater images arising from wavelength- and distance-dependent attenu-
ation and scattering. Their innovative solution, named Ucolor, introduces an
underwater image enhancement network guided by medium transmission, lever-
aging multi-color space embedding. Initially, they proposed a multi-color space
encoder network to enrich feature representations by incorporating diverse char-
acteristics from different color spaces into a unified structure. By integrating an
attention mechanism, the network dynamically highlights the most discriminative
features extracted from multiple color spaces. Drawing inspiration from underwa-
ter imaging physical models, they designed a medium transmission-guided decoder
network to enhance the network’s response to quality-degraded regions. Through
this approach, Ucolor effectively enhances the visual quality of underwater images
by exploiting multiple color space embeddings and leveraging the strengths of both
physical model-based and learning-based methods. Extensive experiments demon-
strated Ucolor’s superiority over state-of-the-art methods in terms of both visual
quality and quantitative metrics, marking a significant advancement in underwater
image enhancement research. |15]

In 2021, Nishant Singh and Aruna Bhat addressed the growing interest in un-
derwater image processing, driven by its significance in marine engineering and
aquatic robotics. Despite numerous algorithms proposed for underwater image
enhancement, their assessment has typically relied on synthetic datasets or a lim-
ited selection of real images. In their literature review paper, the authors focused
on discussing the latest underwater image enhancement methods based on deep
learning techniques. These methods not only improve image quality but also sur-
pass traditional enhancement and restoration methods in terms of performance.
By leveraging deep learning approaches, these methods contribute to increasing
the variety in underwater imaging, enhancing image quality, and expanding the

scope for further improvements. The paper primarily delves into the latest algo-
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rithms, their datasets, and the evaluation criteria based on various parameters.
Finally, the authors compare the results obtained from these algorithms, shedding
light on their relative efficacy and potential for advancement in underwater image
processing research.|16]

In 2022, Zhenqi Fu, Xiaopeng Lin, Wu Wang, Yue Huang, and Xinghao Ding
introduced a novel underwater image enhancement method named SCNet, aimed
at simultaneously improving image quality and addressing the diversity of degra-
dation caused by underwater conditions. SCNet relies on normalization schemes
across both spatial and channel dimensions, with a primary focus on learning wa-
ter type desensitized features. The key strategy involves applying whitening to
decorrelate activations across spatial dimensions for each instance in a mini-batch,
alongside eliminating channel-wise correlation by standardizing and re-injecting
the first two moments of activations across channels. These normalization schemes
are implemented at each scale of the U-Net architecture, facilitating multi-scale
representations. By encoding water type irrelevant features, the decoder can effec-
tively reconstruct a clean signal, remaining unaffected by various distortion types.
Through experimental evaluations on two real-world underwater image datasets,
SCNet demonstrated its ability to successfully enhance images with diverse wa-
ter types while achieving competitive performance in visual quality improvement.
This innovative approach holds promise for advancing underwater image enhance-
ment techniques, addressing the complex challenges posed by underwater condi-
tions.|17]

In 2023, Lintao Peng, Chunli Zhu, and Liheng Bian tackled the challenge of
poor underwater imaging quality caused by light absorption and scattering of
underwater impurities. They recognized the limitations of existing data-driven
underwater image enhancement (UIE) techniques, particularly the lack of a large-
scale dataset containing diverse underwater scenes and high-fidelity reference im-
ages. Additionally, they identified the need to address the inconsistent atten-
uation in different color channels and spatial areas for enhanced enhancement.
To address these shortcomings, the authors curated a comprehensive Large Scale
Underwater Image (LSUI) dataset [18|, comprising 4279 real-world underwater
image groups paired with clear reference images, semantic segmentation maps,
and medium transmission maps. They introduced a novel U-shape Transformer
network, pioneering the use of transformer models in the UIE task. The U-shape
Transformer was equipped with a channel-wise multi-scale feature fusion trans-
former (CMSFFT) module and a spatial-wise global feature modeling transformer
(SGFMT) module, tailored to reinforce the network’s attention to color channels
and spatial areas with severe attenuation. Furthermore, to enhance contrast and

saturation, they designed a novel loss function combining RGB, LAB, and LCH
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color spaces based on human vision principles. Extensive experiments conducted
on available datasets demonstrated the state-of-the-art performance of their pro-
posed technique, showcasing more than a 2dB superiority over existing methods.
This work represents a significant advancement in underwater image enhancement,
offering promising solutions to address the complexities of underwater imaging
challenges.|1§]

In 2023, Wangzhen Peng, Chenghao Zhou, Runze Hu, Jingchao Cao, and
Yutao Liu addressed the challenges inherent in underwater image enhancement
(UIE) arising from the unique properties of the underwater environment, such
as low contrast, high turbidity, visual blurriness, and color distortion. While
the application of deep learning has shown promise in various scientific domains,
including UIE, existing deep learning-based methods often exhibit weak robust-
ness and limited adaptability. In response, the authors proposed a novel UIE
network, termed RAUNE-Net, drawing inspiration from residual and attention
mechanisms. RAUNE-Net leverages residual learning of high-level features at the
network’s bottleneck and incorporates two attention mechanisms during the down-
sampling procedure, aiming for improved reliability and adaptability. Moreover,
the authors curated two datasets specifically designed for evaluating UIE methods,
encompassing various types of underwater distortions and degradations. Through
experimental validation, their proposed method demonstrated promising objective
performance and consistent visual results across a range of real-world underwater
images, outperforming eight existing UIE methods. This work represents a signif-
icant advancement in the field of underwater image enhancement, offering a more
reliable and effective solution to address the challenges associated with underwater
imaging. 19|

In 2023, Pan Mu, Hanning Xu, Zheyuan Liu, Zheng Wang, Sixian Chan,
and Cong Bai addressed the prevalent challenges of color distortion and low con-
trast in underwater images resulting from light scattering and absorption by wa-
ter. Recognizing the difficulty in obtaining high-quality paired training samples
for a generalized model, the authors proposed a novel approach termed Gener-
alized Underwater Image Enhancement via Physical-knowledge-guided Dynamic
Model (GUPDM). GUPDM comprises three key components: Atmosphere-based
Dynamic Structure (ADS), Transmission-guided Dynamic Structure (TDS), and
Prior-based Multi-scale Structure (PMS). To accommodate complex underwater
scenes, the study dynamically adjusts the global atmosphere light and transmis-
sion, simulating various underwater image types, such as colors ranging from yel-
low to blue, through the formation model. ADS and TDS utilize dynamic convolu-
tions to adaptively extract prior information from underwater images and generate

parameters for PMS, enabling the network to select suitable parameters for differ-
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ent water types adaptively. Additionally, the multi-scale feature extraction module
in PMS employs convolution blocks with varying kernel sizes and obtains weights
for each feature map via a channel attention block, effectively enhancing the re-
ceptive field of the network. This comprehensive approach represents a significant
advancement in underwater image enhancement, offering a dynamic and adaptable

solution to address the complexities of underwater imaging challenges.|20]
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CHAPTER 3

Methodology

T his chapter provides a comprehensive overview of our model, detailing its
step-by-step operation. We delve into the architecture of both the generator
and the discriminator, offering an in-depth examination accompanied by illustra-
tive figures to aid understanding. Subsequently, we explore each loss function
individually, meticulously discussing their formulations and mechanisms. Addi-
tionally, we dissect the ensemble loss function, elucidating its components and

equations in detail.

3.1 Model overview

The illustrates a sophisticated pix2pix Generative Adversarial Net-
work (GAN) [2] architecture designed for image generation or enhancement, incor-
porating multiple loss functions to improve image quality. The process commences
with the original image serving as the input, which is processed by the generator
network to produce a new image. This generated image is then evaluated by both
the discriminator network and several specialized loss functions. The discrimina-
tor’s role is to classify images as real or fake, distinguishing between actual images
from the training set and those produced by the generator.

To ensure the generated images are realistic and of high quality, the training
process involves various loss components. Contrast loss measures the difference in
contrast between the generated and real images, ensuring similar visual quality.
Brightness loss ensures the generated image maintains the same brightness level
as the real one, while gradient loss focuses on preserving fine details and textures
by comparing image gradients. Adversarial loss, derived from the discriminator’s
feedback, encourages the generator to produce images that can fool the discrimi-
nator into classifying them as real. Additionally, L1 loss, or Mean Absolute Error

(MAE) [21], measures pixel-wise differences between the generated and real im-
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ages, promoting overall similarity.

The generator’s total loss is a combination of these individual losses, and the
optimization process involves minimizing this total loss to improve the generated
image’s quality. The training involves a forward pass where the input image is
transformed by the generator, followed by the computation of the total loss from
various components. The generated image is also evaluated by the discriminator
to calculate the adversarial loss. Through backpropagation, the generator’s pa-
rameters are updated to minimize the total loss. Meanwhile, the discriminator is
trained separately to enhance its ability to distinguish between real and generated
images. This approach ensures the generator produces images that are not only
indistinguishable from real ones but also possess realistic contrast, brightness,
and details, making the model suitable for applications in image enhancement,
restoration, and generation. By integrating these loss functions within an itera-
tive optimization framework, our methodology offers a robust and comprehensive

approach to enhancing underwater imagery.

3.2 Architecture
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Figure 3.1: The above figure illustrates the architecture of the generator used
in our model. The model takes 256x256 RGB images, uses an encoder with
downscale blocks increasing filters from 64 to 512, compresses features into a
latent space, then reconstructs images via a decoder mirroring the encoder, using
Conv2DTranspose with Tanh activation for output in the range [-1, 1].

In [Figure 3.1} the input layer of the model is configured to expect tensors of
shape (256, 256, 3), indicating RGB images with dimensions of 256 pixels for both
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height and width. This initial layer serves as the entry point for the image data into
the neural network architecture. Moving forward, the encoder component of the
model comprises a series of downscale blocks responsible for extracting hierarchical
features from the input image. These downscale blocks progressively reduce the
spatial dimensions of the feature maps while simultaneously increasing the number
of filters, starting from 64 and gradually scaling up to 512. Each downscale block
compresses the feature representation, capturing increasingly abstract and high-
level information as the encoding process unfolds.

Upon reaching the latent space, which serves as a condensed representation of
the input image’s features, the decoder component comes into play. The decoder
is tasked with reconstructing the original image from this latent space while pre-
serving the spatial relationships present in the input. To achieve this, the decoder
employs upscale blocks that mirror the architecture of the encoder. These up-
scale blocks gradually increase the spatial dimensions of the feature maps while
reducing the number of filters, ultimately restoring the image to its original size.

Throughout the encoding and decoding process, skip connections are employed
to facilitate the transfer of fine details from the encoder to the decoder. These
skip connections help ensure that crucial information is retained and accurately
reconstructed in the final output image. Additionally, to map the feature maps
to pixel values, the output layer utilizes a Tanh activation function. This output
layer consists of a Conv2DTranspose operation with three filters, which upsamples
the feature maps to generate the final image. The pixel values of the reconstructed
image are constrained to the range [-1, 1] to maintain consistency with the input
data format. Overall, this architecture effectively captures and reconstructs the
salient features of the input image while preserving spatial relationships and fine
details.
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Figure 3.2: This figure illustrates how the discriminator works. The discriminator
takes image and target inputs of shape (256, 256, 3), concatenates them, passes
through downscale blocks with increasing filters, extracts high-level features with
a convolutional layer, applies batch normalization and leaky ReLLU activation, and
outputs the likelihood of real/fake using a single-filter convolutional layer.

In [Figure 3.2} the discriminator network is depicted, which plays a crucial role
in the adversarial training process of the generative adversarial network (GAN)
[22]. The discriminator is designed to assess the realism of the generated images
by distinguishing between real and fake images.

The discriminator architecture begins with two input layers, each configured to
expect tensors of shape (256, 256, 3), corresponding to the image and target inputs.
These inputs are then combined through concatenation, allowing the discriminator
to simultaneously analyze both the generated image and the corresponding ground
truth image. Successive downscale blocks are employed to increase the depth of
features while reducing spatial dimensions. These downscale blocks consist of
convolutional layers with 64, 128, and 512 filters, respectively. These filters are
responsible for extracting features at different levels of abstraction from the input
images. Following the downscale blocks, a convolutional layer with 512 filters
and a 3x3 kernel is utilized to extract high-level features from the concatenated
input. Batch normalization is applied to stabilize the activations and improve
the training process. To introduce non-linearity into the network, a leaky ReLLU
activation function is employed. This activation function helps the discriminator
to capture complex patterns and features in the input images.

Finally, the discriminator produces its output, which reflects the likelihood that
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the input image-target combination is real or fake. This output is generated by a
single-filter convolutional layer, which effectively condenses the extracted features
into a scalar value representing the discriminator’s confidence in the authenticity

of the input image-target pair.

3.3 Loss Functions

In our GAN [22| implementation, we introduced an ensemble loss function
comprising three novel components: gradient loss, brightness loss, and contrast
loss along with the conventional adversarial and L1 losses. These novel losses are
specifically designed to address challenges inherent in underwater image enhance-

ment.

3.3.1 Adversarial Loss

The adversarial loss [22] function, pivotal in Generative Adversarial Networks
(GANSs) [22|, adapts a competitive learning process between the generator and dis-
criminator networks. It drives the generator to minimize the loss by synthesizing
data that closely mimics real data, while simultaneously compelling the discrim-
inator to maximize the same loss by accurately distinguishing between real and
synthetic data. This adversarial dynamic fosters an iterative improvement cycle
wherein the generator continually refines its output to deceive the discriminator,
while the discriminator concurrently enhances its discriminatory ability. Through
this adversarial competition, both networks evolve over the course of training, with
the generator gradually learning to capture the underlying data distribution and
produce increasingly realistic synthetic images, and the discriminator becoming
more adept at discerning real from synthetic data, ultimately culminating in the
generation of high-quality synthetic data that closely resembles real-world data

distributions.
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3.3.2 L1 Loss

The L1 loss [21], also known as the mean absolute error (MAE), serves a
crucial role in GANs by penalizing differences in individual pixel values between
generated and real images. Unlike the adversarial loss, which emphasizes overall

similarity, the L1 loss focuses on fine-grained pixel-level details, aiding in the
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generation of visually realistic images. By incorporating the L1 loss alongside
the adversarial loss during training, we can stabilize the learning process and
mitigate the risk of mode collapse, a common challenge in GAN training where
the generator produces limited varieties of output. Moreover, adjusting the weight
or importance given to the L1 loss allows for fine-tuning the balance between image
realism and diversity. A higher weight on the L1 loss encourages the generator
to prioritize replicating real images closely, while a lower weight promotes more
diverse output by allowing for greater deviations from real images. This flexibility
in controlling the importance of the L1 loss enables customization of the training

process to achieve desired outcomes in terms of image quality and diversity.
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3.3.3 Gradient Loss:

The gradient loss function serves as a cornerstone in the realm of underwater
image enhancement, particularly owing to its focus on preserving crucial visual
elements like edges and fine details, which are often significantly degraded in un-
derwater environments characterized by poor visibility and color distortion. By
aligning gradients between the generated image and the ground-truth reference,
the gradient loss incentivizes the generated image to exhibit similar gradient distri-
butions as the target image. This alignment process effectively mitigates artifacts
and discrepancies, resulting in enhanced image clarity and fidelity. Moreover, tai-
lored specifically to address the unique challenges inherent in underwater imaging,
such as the attenuation of light and the scattering of wavelengths, the gradient loss
function plays a critical role in minimizing distortions caused by these environmen-
tal factors. By encouraging the preservation of edge information and fine details,
the gradient loss contributes substantially to the overall improvement of underwa-
ter image quality, ensuring more accurate and visually pleasing representations of

underwater scenes.
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3.3.4 Contrast Difference Loss:

The contrast loss function serves as a pivotal component in the process of
underwater image enhancement techniques, offering a nuanced approach to quan-

tifying and addressing discrepancies in image contrast. By meticulously evaluating
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the contrast differences across m x m patches of the generated and ground-truth
images, the contrast loss function provides granular insights into the fidelity of
contrast characteristics. Through penalizing deviations from the target contrast
levels, the loss function effectively guides the generator towards producing images
that closely resemble the desired contrast profiles, thereby fostering overall visual
coherence and fidelity. This emphasis on preserving contrast consistency is partic-
ularly salient in underwater imaging scenarios, where factors such as light attenua-
tion and scattering often lead to significant distortions in contrast. By encouraging
the generator to replicate the contrast nuances present in the ground-truth images,
the contrast loss function plays a pivotal role in mitigating the adverse effects of
environmental distortions, ultimately contributing to the production of enhanced

underwater images that exhibit improved perceptual quality and realism.
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3.3.5 Brightness Difference Loss:

The brightness loss function serves as a crucial mechanism in the realm of un-
derwater image enhancement, aiming to minimize disparities in brightness levels
between the generated and ground-truth images. By dividing the image into m xm
patches and computing the average difference in brightness across all patches, the
brightness loss function offers a fine-grained assessment of luminosity variations.
This meticulous evaluation enables the loss function to guide the generator to-
wards producing outputs that closely align with the luminosity characteristics
of the target images. By ensuring consistency in brightness levels, the bright-
ness loss function contributes significantly to the overall perceptual quality and
realism of the generated images. Particularly in underwater imaging contexts,
where variations in lighting conditions and environmental factors can lead to pro-
nounced distortions in brightness, the brightness loss function plays a pivotal role
in mitigating such discrepancies, ultimately facilitating the creation of enhanced

underwater images that exhibit enhanced visual fidelity and realism.
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3.3.6 Our ensemble loss:

The total loss function, which serves as a comprehensive measure to train the

generator is calculated as,
Ltotal = Ladv + >\L1 * Ll + )\grad * Lgrad + )\con * Lcon + )\br * Lbr (36)

The coefficients Ar1, Agrd, Abr, and Aeon in [Equation 3.6| determine the relative

importance or weightage assigned to each loss function during the training of the
generator. These coefficients serve as scaling factors that adjust the contribution of
each loss term to the overall optimization objective. The specific values chosen for
these coefficients are detailed in[Table 4.4] providing insights into how the different
loss functions are prioritized and balanced to achieve effective underwater image

enhancement.

21



CHAPTER 4

Results and Experiments

T his chapter delves into the dataset, preprocessing, training, and analysis, cat-
egorizing discussions into qualitative and quantitative dimensions. We detail
dataset composition, preprocessing techniques ensuring data suitability, and train-
ing methodology covering network architecture and optimization. Results analysis
entails both qualitative visual inspection and quantitative metric evaluation. Ad-
ditionally, we examine coefficient tuning’s rationale and its influence on generator
performance, alongside assessing different loss functions’ effects. Through this ex-
ploration, we aim to provide a comprehensive understanding of our approach to

underwater image enhancement.

4.1 Dataset

To lay the groundwork for training and evaluating deep learning models geared
towards image enhancement using a carefully curated subset of the EUVP [1]
dataset consisting of 2500 pairs, a comprehensive preprocessing pipeline was metic-
ulously constructed.

The initial step involved resizing each image to a standardized dimension of
(256, 256, 3). This resizing ensured uniformity across the dataset, enabling con-
sistent model training and evaluation. Uniform image dimensions are crucial in
deep learning workflows, as they simplify the input layer configuration of neural
networks and ensure consistent performance metrics.

Following resizing, pixel values within the resized images were normalized to a
range from 0 to 1. Normalization is a critical preprocessing step that facilitates the
convergence of deep learning models by standardizing the input data. This step
helps mitigate issues associated with varying pixel intensity distributions, ensuring
that the models do not encounter difficulties when processing images with different

brightness and contrast levels.
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The preprocessed images were then stored in NumPy arrays for efficient ma-
nipulation and access during model training and evaluation. The ground truth
images, representing the desired enhanced outputs, were stored in an array named

"images,"

while the corresponding original images were stored in an array named
"masks." This clear separation ensures that the data is well-organized and easily
accessible for subsequent steps in the workflow.

To establish a robust experimental setup conducive to reliable model perfor-
mance assessment, the EUVP [1] dataset was meticulously partitioned into distinct
training and testing subsets. Adhering to best practices, an 80-20 split ratio was
employed. This means that 80% of the dataset was allocated for model training,
allowing the model to learn from a diverse set of examples, while the remaining
20% was reserved for model evaluation, providing a comprehensive test set to
assess the model’s generalization capabilities.

This partitioning strategy was executed using techniques that facilitate ran-
dom shuffling and stratification of the dataset, ensuring that both subsets are
representative of the overall data distribution. By specifying a predefined random
state, set in this case to 42, reproducibility of the data split was ensured. This
allows for consistent experimental results, which is essential for comparing model
performance across different runs and configurations.

To augment the robustness of our experimental setup and ensure thorough
model evaluation, we expanded our testing protocol to incorporate two additional
datasets: UIEB [7] and LSUI [18]|. Unlike the EUVP [1] dataset, these datasets
were not subjected to the typical 80-20 partitioning strategy due to the need for
additional testing data. Instead, the entire UTEB dataset and a subset consisting of
1500 paired images from the LSUI dataset were utilized exclusively for evaluation
purposes.

The preprocessing pipeline remained consistent across all datasets. Each image
was resized to a standardized dimension of (256, 256, 3), ensuring uniformity and
enabling consistent model evaluation. Pixel values were normalized to a range from
0 to 1, facilitating model convergence by standardizing input data and mitigat-
ing issues associated with varying pixel intensity distributions. The preprocessed
images from UIEB and LSUI were stored in NumPy arrays, maintaining a clear
distinction between ground truth images and their corresponding originals.

This decision was made to maximize the diversity of the testing data and
provide a more comprehensive assessment of our model’s generalization capabili-
ties across varied datasets. Despite the absence of a train-test split, the rigorous
preprocessing procedures and meticulous orchestration of the experimental setup,
including dataset partitioning and preprocessing, ensure the reliability and repro-

ducibility of our model performance evaluation. This holistic approach fortifies
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the foundation for training and evaluating deep learning models tailored for im-
age enhancement tasks across multiple datasets, facilitating robust and reliable

conclusions regarding model efficacy and generalization.

4.2 Implementation Strategy

During the generator training phase, we implemented |[Equation 3.6, which

integrates several terms essential for enhancing image quality. These terms were
weighted by coefficients specified in [Table 4.4 with values set at 10 for Ary, 50 for
Agradient, 10 fOr Acongrast, and 10 for Apsighiness, €ach focusing on distinct aspects such
as L1 loss, gradient consistency, contrast enhancement, and brightness adjustment,
respectively. Meanwhile, the discriminator was tasked with distinguishing real
from generated images using[Equation 3.1l Over the course of 960 epochs, both the
generator and discriminator parameters underwent iterative refinement to elevate
image quality. To ensure effective optimization, we employed the Adam optimizer,
renowned for its adaptive learning rate adjustments and momentum optimization
capabilities. This intensive training process was conducted on an NVIDIA Tesla
P100 GPU, chosen for its exceptional performance in deep learning tasks, enabling
efficient computation and rapid model convergence. The training utilized only the
curated subset of the EUVP [1] dataset, ensuring that the model was exposed to
high-quality, diverse underwater images, which is crucial for achieving robust and

realistic image generation.

4.3 Results and Analysis

In our comprehensive analysis, we adopt a dual-pronged approach involving
qualitative and quantitative methodologies to thoroughly evaluate the perfor-
mance of our image enhancement technique. Qualitatively, we delve into the
data to uncover underlying patterns, thematic improvements, and specific exam-
ples showcasing enhancements in various facets of image quality, including but not
limited to, finer details, enhanced color vibrancy, and minimized visual artifacts.
This qualitative exploration enables a nuanced understanding of how our method
affects the perceptual quality and visual appeal of the images, providing valuable
insights into its efficacy from a human observer’s standpoint.

On the quantitative front, we employ a suite of objective metrics to quanti-
tatively assess the quality of the enhanced images. These metrics encompass a
range of well-established measures such as Peak Signal-to-Noise Ratio (PSNR)
[5], Structural Similarity Index (SSIM) [5], Learned Perceptual Image Patch Simi-
larity (LPIPS) |23|, and Fréchet Inception Distance (FID) [24]. By systematically
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evaluating our model’s performance against a diverse set of baseline models in-
cluding Uw-HL [25], Mband-EN [26]|, Res-WGAN |[27], Res-GAN 28|, LS-GAN
[29], Pix2Pix [30], UGAN-P |[31], CycleGAN [10], FUnIE-GAN-UP [1|, FUnIE-
GAN [1], Fusion [32]|, Histogram-Prior [33|, IBLA [34], Water-Net |7|, GLCHE
[35], Ucolor [36], SCNet [17], UIBLA [34], UDCP [37|, Retinex based [38], RGHS
[39], UGAN |[40], UIE-DAL |[6], U-shape Transformer [18] we obtain a comprehen-
sive comparative analysis that sheds light on the relative strengths and weaknesses
of our approach. This quantitative assessment provides robust empirical evidence
supporting the effectiveness of our image enhancement method across multiple di-
mensions of image quality, facilitating a rigorous validation of its superiority over

existing techniques.

4.3.1 Qualitative Analysis

In qualitative analysis, we visually compare three types of images: the inputs
(referred to as original), their corresponding ground truth images, and the images
our model generates. By comparing them side by side, we aim to see how closely
our model’s predictions resemble the real images and gain insights into the accu-
racy of our model. For the analysis, presents results from the EUVP
[1] dataset, from the UIEB |7] dataset, and from the LSUI
[18] dataset.

In the column 1 represents the original images, Column 2 represents
the ground truth images, Column 3 represents the predicted images generated
using L.qy and L;, Column 4 represents the predicted images generated using
Laayv, L1 and Lgyadient, Column 5 represents the predicted images generated using
Laav, L1, Lgraq and Ly,, Column 6 represents the predicted images generated using
Laav, L1, Lgrad, Loy and Leoy. It can be observed that the images generated using
our ensemble loss function, represented in column 6, are visually extremely close
to the ground truth images in column 2. The contrast, brightness, color, and
sharpness of the generated images are remarkably similar to those of the ground
truth images. This demonstrates the effectiveness of our ensemble loss function
in producing high-quality image enhancements that closely match the original,
unaltered images. The numerical results are presented in [Table 4.1}
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Column 1 Column 2 Column 3 Column 4 Column 5 Column 6

Figure 4.1: Column 2 represents the ground truth images, Column 3 represents the
predicted images generated using L.q, and Ly, Column 4 represents the predicted
images generated using Laqy, L1 and Lgyagiens, Column 5 represents the predicted
images generated using Lady, L1, Lgraa and Ly,, Column 6 represents the predicted
images generated using Lady, L1, Lgrad, Lbr and Leop.

From it appears that our model, trained on the EUVP |1| dataset,
is capable of generating images that closely resemble the ground truth images
from the UIEB dataset in several instances. The visual comparisons reveal
that the model effectively captures and replicates key aspects of image quality,
including contrast, brightness, color accuracy, and sharpness. This indicates that
the model has learned generalized features of underwater image enhancement that

transfer well across different datasets, demonstrating its potential robustness and

adaptability. The numerical results are presented in
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Figure 4.2: Comparison of Original, Ground Truth, and Predicted Images. The
model is trained on EUVP dataset and is tested using the UIEB dataset. The
first row represents the original images, second row represents the ground truth
images and the third row represents the predicted images.

The findings from suggest that our model, trained on the EUVP
dataset, effectively produces images that closely resemble the ground truth
images from the LSUI dataset, to the extent that there are no discernible
visual differences between them. The visual comparisons illustrate that the model
captures and replicates intricate details, such as contrast, brightness, color fi-
delity, and sharpness, with remarkable accuracy. This indicates the robustness and
generalization capability of our model across diverse underwater image datasets,
showcasing its ability to adapt and perform consistently well across different data
distributions. The high level of visual similarity between the generated images
and the ground truth exemplifies the effectiveness of our training methodology
and the ensemble loss function in achieving accurate and faithful image enhance-

ment results, even when applied to datasets with distinct characteristics from the
training data. The numerical results are presented in
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Figure 4.3: Comparison of Original, Ground Truth, and Predicted Images. The
model is trained on EUVP dataset and is tested using the LSUI dataset. The first
row represents the original images, second row represents the ground truth images
and the third row represents the predicted images.

4.3.2 Quantitative Analysis

In our study, we employed a comprehensive set of evaluation metrics to rigor-
ously assess the performance of our model in comparison to others utilizing the
same dataset. Specifically, we utilized Peak Signal-to-Noise Ratio (PSNR) [5],
which measures the quality of reconstructed images by calculating the ratio of the
maximum possible power of a signal to the power of corrupting noise; Structural
Similarity Index (SSIM) [5], which quantifies the similarity between two images
by comparing their luminance, contrast, and structure; Fréchet Inception Dis-
tance (FID) [24], a metric commonly used to evaluate the quality and diversity
of generated images by comparing feature representations of real and generated
images; and Learned Perceptual Image Patch Similarity (LPIPS) [23|, which as-
sesses perceptual similarity between images by computing the distances in feature
space of a pretrained deep neural network. This multifaceted approach provides a
comprehensive understanding of our model’s performance across different dimen-
sions of image quality and fidelity, enabling a thorough comparison with other

state-of-the-art models.
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4.3.2.1 PSNR

Peak Signal-to-Noise Ratio (PSNR) [5] measures the quality of a generated
image compared to its ground truth counterpart by quantifying the level of noise
present. It calculates the ratio between the maximum possible power of a sig-
nal and the power of the noise affecting it. Higher PSNR values indicate better
quality, with less noise present in the generated image. While PSNR offers a
straightforward measure of image fidelity, it may not always perfectly align with
human perception, especially regarding subtle details. Therefore, it’s often used

alongside other metrics for a more comprehensive evaluation of image quality.

(4.1)

MAX?

4.3.2.2 SSIM

The Structural Similarity Index (SSIM) [5] is a metric used to quantify the
similarity between two images by considering various aspects of their structure,
including luminance, contrast, and structure itself. It evaluates how well the
structural information of the generated image matches that of the ground truth
image. SSIM provides a comprehensive assessment of image similarity beyond just
pixel-level comparisons, taking into account perceptual aspects such as texture
and pattern. Higher SSIM values indicate greater similarity between the images,

reflecting better quality and fidelity in the generated image.

(2papty + C1)(204y + Co)
(12 4 p2 + C1) (02 + 02 + Cs)

SSIM(z,y) = (4.2)

4.3.2.3 FID

The Fréchet Inception Distance (FID) [24] is a metric commonly used to eval-
uate the quality and diversity of generated images in generative models. It mea-
sures the similarity between two sets of feature representations extracted from
the ground truth and generated images. Specifically, FID calculates the Fréchet
distance between the multivariate Gaussian distributions of the feature represen-
tations of the real and generated images. A lower FID indicates better quality
and diversity in the generated images, as it suggests that the distributions of fea-
tures from the generated images closely match those of the real images. FID is
particularly useful for assessing the realism and diversity of generated images in

generative models such as generative adversarial networks (GANSs).

FID = ||ux — sy || + Tr(Bx + Sy — 2(Ex2y)Y?) (4.3)
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4.3.2.4 LPIPS

The Learned Perceptual Image Patch Similarity (LPIPS) [23] metric quantifies
the perceptual similarity between two images, considering human perception and
visual quality. It assesses how similar two images are by computing the distances
in feature space of a pretrained deep neural network. LPIPS takes into account
various visual factors such as texture, color, and structure, aligning closely with
human perception. Higher LPIPS values indicate greater perceptual dissimilarity
between images, while lower values suggest higher similarity and better perceptual
quality. LPIPS is valuable for evaluating image generation models where capturing

human-perceivable details and realism is crucial.

LPIPS(z, y) Z I16:(x) = &:(v)ll2 (4.4)

Our model outperformed many existing ones with higher PSNR, SSIM, FID,
and LPIPS scores, while closely matching others, showcasing its competitive effi-
cacy and potential for significant advancements in the field.

In [Table 4.1 a comprehensive analysis of our model’s performance on the
EUVP [1] dataset is provided. The results highlight our model’s remarkable su-
periority over other models in several key metrics. Notably, our model achieves
a PSNR value of 24.55, which stands out as the highest among all models evalu-
ated. Additionally, in terms of SSIM, our model secures the second-best score with
a value of 0.8301, indicating its ability to preserve structural similarity with the
ground truth images. The FID value of 25.7173 and the LPIPS value of 0.1101 fur-
ther corroborate the high fidelity and perceptual quality of the generated images

produced by our model.

30



Chapter 4: Results and Discussion

Table 4.1: Quantitative comparison for average PSNR, SSIM, LPIPS and FID
values between our model and currently existing models. Red denotes the best
score, denotes the second best score and Blue denotes the third best score.
The values of the existing models are taken from the paper [1].

Model PSNR 1 SSIM 1 LPIPS | FID |
Uw-HL 18.85 0.7722 - -
Mband-EN 12.11 0.4565 - -
Res-WGAN 16.46 0.5762 - -
Res-GAN 14.75 0.4685 - -
LS-GAN 17.83 0.6725 - -
Pix2Pix 20.27 0.7081 - -
UGAN-P 19.59 0.6685 - -
CycleGAN 17.14 0.6400 - -
FUnIE-GAN-UP 21.36 0.8164 - -
FUnIE-GAN 0.8876 - -

ours 24.54 0.1101 25.7173

Moving to the analysis presented in [Table 4.2 which focuses on the UIEB
[7] dataset, our model demonstrates competitive performance compared to ex-
isting models. While surpassing a few models, it closely competes with others,
showcasing its versatility and adaptability across different datasets and image

characteristics.

Table 4.2: Quantitative comparison for average PSNR, SSIM, LPIPS and FID
values between our model and currently existing models. Red denotes the best
score, denotes the second best score and Blue denotes the third best score.
The values of the existing models are taken from the paper [17].

Model PSNR 1 SSIM 1 LPIPS | FID |
Fusion 21.1849 0.8222 0.2083 -
Histogram-Prior 18.5148 0.7620 0.3360 -
IBLA 14.3856 0.5733 0.4299 -
Water-Net 19.3134 0.8303 0.2016 -
GLCHE 21.0270 0.1993 -
Ucolor 0.8395 -
SCNet 22.0816 0.8625 0.1936 -

ours 17.4235 0.7309 0.2328 31.5868
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The detailed examination of our model’s performance on the LSUT |18| dataset,
as outlined in [Table 4.3] further solidifies its standing as a top-performing model.
With a PSNR value of 27.49, our model outperforms all others, indicating its
exceptional ability to reconstruct high-quality images with minimal loss. Addi-
tionally, achieving a SSIM value of 0.87 signifies its capability to preserve both
structural and perceptual similarity with the ground truth images. The relatively
low FID value of 11.4422 and the LPIPS value of 0.0716 reinforce the notion
that our model produces images that are not only visually accurate but also per-
ceptually indistinguishable from the ground truth images, thus highlighting its

effectiveness in various image generation tasks.

Table 4.3: Quantitative comparison for average PSNR, SSIM, LPIPS and FID
values between our model and currently existing models. Red denotes the best
score, denotes the second best score and Blue denotes the third best score.
The values of the existing models are taken from the paper [18|.

Model PSNR 7 SSIM 71 LPIPS | FID |
UIBLA 13.54 0.71 - -
UDCP 11.89 0.59 - -
Fusion 17.48 0.79 - -
Retinex based 13.89 0.74 - -
RGHS 14.21 0.78 - -
WaterNet 17.73 0.82 - -
FUnIE 19.37 0.84 - -
UGAN 19.79 0.78 - -
UIE-DAL 17.45 0.79 - -
Ucolor 22.91 - -
U-shape Transformer 0.93 - -

ours 27.49 0.87 0.0716 11.4422

4.3.3 Ablation Study

In our approach, we ascertain the coefficients of the losses constituting our en-
semble loss function through a systematic process of hyperparameter tuning. By
iteratively adjusting these coefficients and evaluating their impact on the overall
performance, we endeavor to optimize the effectiveness of our loss function. The
results of this tuning process are presented in [Table 4.4l Specifically, we deter-
mined the values of Ar1, Agrad, Acon, and Ay, to be 100, 10, 50, and 10, respectively,

as this particular combination yielded the most favorable outcomes in terms of
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both Structural Similarity Index (SSIM) [5] and Fréchet Inception Distance (FID)
[24]. Furthermore, this combination also ranked as the third-best in terms of
Peak Signal-to-Noise Ratio (PSNR) [5], underscoring its overall effectiveness in

enhancing image quality and fidelity.

Table 4.4: Results of hyperparameter tuning of the loss component weights for
100 epochs each. Red denotes the best score, denotes the second best and
Blue denotes the third best.

ALt | Agrad | Acon | A | PSNR T SSIM 1 LPIPS | FID |
100 5 20 15 23.4818 0.8051 0.1411 33.8159
100 10 o ) 24.1639 0.8261 0.1325 29.9676
100 10 5 10 23.6102 0.8051 0.1483 35.4820
100 10 5 50 23.4842 0.7874 0.1537 36.4361
100 10 10 5 23.7412 0.7947 0.1353 29.0098
100 10 10 10 0.8283 0.1269

100 10 10 50 23.7621 0.8095 0.1400 29.9546
100 10 20 ) 23.6252 0.8101 0.1352 30.8749
100 10 20 10 24.0587 0.8297 0.1307 26.0066
100 10 50 20 23.5317 0.8115 0.1377 32.6069
100 10 75 10 24.0561 28.3741
100 50 5 5 23.6690 0.8115 0.1331 29.5434
100 20 3 10 23.5424 0.7966 0.1524 35.4284
100 50 5 50 23.2306 0.7825 0.1728 39.5365
100 20 10 ) 23.8045 0.8044 0.1332 34.5407
100 50 10 10 24.0122 0.8256 0.1306 31.1802
100 50 10 50 23.6440 0.8056 0.1407 32.4527
100 50 20 ) 23.1910 0.7970 0.1823 33.1958
100 50 50 10 23.6674 0.8040 0.1303 30.5419
100 20 20 20 23.6099 0.8226 0.1244 31.0072

In our model development, we initially employed the adversarial loss along-

side the L1 loss as our primary loss. Then, we introduced gradient loss for edge
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preservation, followed by brightness loss for brightness control, and contrast loss
for improving contrast. This gradual integration of additional loss components
allowed us to iteratively observe the distinct impacts of each loss on the training
and the quality of the generated images. The numerical results are presented in
providing a quantitative analysis of the outcomes. It is observed that
the performance improves consistently on the inclusion of the loss terms one at a
time. However, on the inclusion of the contrast difference loss, we find that the
performance deteriorated. This is because while performing the particular exper-
iment a patch size of 3 was considered, which happens to be too small a region
to effectively discriminate between contrasts of the images. The visual results are
depicted in [Figure 4.1 As evident from Column 4 of [Figure 4.1] the images are
much sharper than Column 3 on use of the gradient loss. The images in Column 5
have luminescence similar to the ground truth images in Column 2, on the usage
of the brightness difference loss. On the inclusion of the contrast difference loss,
the difference in contrast between the ground truth images in Column 2 and the
image in Column 6 is reduced. Thus, we conclude that our ensemble loss helps in
enhancing underwater images with high fidelity, perceptual quality and structural

similarity.

Table 4.5: Ablation study on the implementation of loss functions for 400 epochs
each.

Ly | Lagv | Lgrad | Lvr | Leon | PSNR T SSIM 1 LPIPS | FID |
v I Y X X X 23.6613 0.7948 0.1474 33.8219
v |V v X X 23.7215 0.7988 0.1456 32.4273
v | v v v X 23.7281 0.8080 0.1365 32.4245
v I Y v v 19.5719 0.8031 0.2019 34.8391

Further, we compare our perceptually driven loss with the conventional percep-
tual loss. We train the model with the combination of adversarial loss, L1 loss and
perceptual loss for 225 epochs. We observe that even after training for 100 epochs
our ensemble loss can obtain much better results. The results are provided in
[Table 4.6] and [Figure 4.4l Our loss outperforms in all metrics quantitatively. Also,
we obtain images with better perceptual quality and high fidelity to ground truth

images. Since the conventional perceptual loss uses the VGG model pre-trained
on ImageNet, it is unable to generate appropriate feature vectors for underwater
images which have a completely different underlying distribution, and hence does

not perform well.
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The perceptual loss is given by:

C; H; i
Lper = ZN: Ai . S i (Di(L)ehw — ¢i(T)chw)2 (4.5)
’ i=1 Ci- Hi- W c=1 h=1 w=1 h o

Table 4.6: Comparison of our novel perceptually driven loss with the conventional
perceptual loss.

Lty | Laav | Lper | Lerad | Lir | Leon | PSNR T | SSIM 1 | LPIPS | | FID |

v v v X X X 23.0607 0.7182 0.2595 39.4555
v v X v v v 24.0587 0.8297 0.1307 26.0066

Figure 4.4: The top left block represents the input images, the top right block
represents the ground truth image, the bottom left represents the images generated
using our model of perceptual loss, and the bottom right represents the images
generated using conventional perceptual loss.
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CHAPTER 5

Conclusions

T his chapter summarizes our work on introducing an ensemble loss function
for underwater image enhancement, which has demonstrated superior per-
formance compared to existing approaches. Additionally, we outline the future
scope in this field, focusing on further improving the model’s performance, ex-
ploring new loss functions, addressing data limitations, and enhancing real-time

processing capabilities.

5.1 Conclusions of the Present Work

This paper focuses on enhancing underwater images, a challenging task due
to the unique characteristics of underwater environments. We propose a novel
ensemble loss function that integrates three new losses: gradient loss, contrast
loss, and brightness loss. By carefully tuning the hyperparameters of these losses,
we aim to improve the performance of the pix2pix GAN framework, a popular
method for image-to-image translation tasks.

The motivation behind introducing this ensemble loss function lies in address-
ing the limitations of existing methods and aiming for superior performance in
terms of image quality metrics such as Peak Signal-to-Noise Ratio (PSNR), Struc-
tural Similarity Index (SSIM), Frechet Inception Distance (FID), and Learned
Perceptual Image Patch Similarity (LPIPS).

Through rigorous experimentation, we demonstrate that our proposed model
outperforms a majority of existing approaches, showcasing its effectiveness in en-
hancing underwater images. Specifically, the ensemble loss function performs bet-
ter than the conventional perceptual loss, indicating its efficacy in generating
perceptually enhanced images with high fidelity and structural similarity.

The paper provides comprehensive quantitative analysis using various datasets,
including the EUVP, UIEB, and LSUI datasets. Results show that our model
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achieves notable improvements in terms of PSNR, SSIM, FID, and LPIPS scores
compared to other state-of-the-art models. For instance, on the EUVP dataset,
our model achieves a PSNR value of 24.55, the highest among all models, along
with competitive scores for SSIM, FID, and LPIPS.

Additionally, on the UIEB and LSUI datasets, our model also outperforms
others in terms of PSNR, while maintaining competitive scores for SSIM, FID,
and LPIPS. For example, on the LSUI dataset, our model achieves a PSNR value
of 27.49, the highest among all models, and secures the third-best score for SSIM.

Overall, the paper highlights the significance of innovative loss functions and
meticulous hyper-parameter optimization in advancing the state-of-the-art in un-
derwater image enhancement. The proposed ensemble loss function demonstrates

promising results, indicating its potential for application in other domains as well.

5.2 Scope for Future Works

Future research in underwater image enhancement can explore several direc-
tions to further advance the field. One avenue involves investigating the integra-
tion of additional loss functions alongside the ensemble loss proposed in our work.
This exploration could include incorporating adversarial loss or perceptual loss
to enhance the perceptual quality of underwater images beyond what our ensem-
ble loss achieves. Another promising direction is to address limitations posed by
limited and homogeneous underwater image datasets by focusing on techniques
for data augmentation and synthesis. This could involve employing generative
models like Variational Autoencoders (VAEs) or Generative Adversarial Networks
(GANS) to generate synthetic underwater images, thus diversifying the training
data available.

Moreover, given the variability in underwater environments, it would be bene-
ficial to explore techniques for domain adaptation to enable our model to general-
ize better across diverse underwater conditions. This could involve investigating
transfer learning or domain adversarial training methods to adapt our model ef-
fectively to different underwater environments. Real-time processing is crucial
for many underwater imaging applications. Hence, future research could focus
on optimizing our model for efficiency. Techniques such as model compression,
quantization, or hardware acceleration could be explored to enable our model to
be deployed in resource-constrained underwater platforms or devices.

To address the dynamic nature of underwater environments, future work could
focus on making our model robust to environmental variability. This could in-
volve exploring reinforcement learning or adaptive learning mechanisms to enable

our model to adapt in real-time to changing underwater conditions. Additionally,
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user-centric evaluations could be conducted in future studies to assess the percep-
tual quality of enhanced images. Understanding how well our model aligns with
human perception and preferences through user studies could provide valuable in-
sights for further improvements. Lastly, exploring the applicability of our ensemble
loss function beyond underwater image enhancement could open up new avenues
for research. Future work could investigate its effectiveness in tasks such as satel-
lite image enhancement, medical image denoising, or remote sensing applications,

thereby broadening the impact of our research across different domains.
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